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ABSTRACT 

The experimental study reported in this paper was motivated by an exploration of a set of related audio effects 
comprising what has been called “spatial chorus.” In contrast to a single-output, delay-modulation-based effects 
processor that produces a limited range of results, complex spatial imagery is produced when parallel processing 
channels are subjected to incoherent delay modulation. In order to develop a more adequate user interface for 
control of such “spatial chorus” effects processing, a systematic investigation of the relationship between 
algorithmic parameters and perceptual attributes was undertaken. The starting point for this investigation was to 
perceptually scale the amount of modulation present in a set of characteristic stimuli in terms of the auditory 
attribute that Fastl and Zwicker called “fluctuation strength.” 

1. INTRODUCTION 
We’ve been hearing the sound of the chorus effect in 
music since the mid 70s, and most likely we began to 
overdose on the sound of it during the 80s; however, the 
chorus effect is as relevant today as it ever was, and is 
still one of the most popular guitar effects.  There are a 
variety of implementations and range of output sound 
characteristics that can be found in commercially 
available effects processing units, but the historical 
development of stereo chorusing as a delay-modulation-
based effect can be understood in terms of two primary 
features: 

 

1) the nature of the sub-audio signal that it uses to 
control signal delay modulation, and 

2) the stereophonic differences introduced in 
more progressive designs. 

It can be argued that the addition of multiple parallel 
channels of incoherent delay modulation was the feature 
that moved the chorus effect closer towards the 
achievement of one of its primary objectives, that being 
the creation, for a single input sound source, the 
perception of a spatially distributed multiplicity of 
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similar sources playing in unison.  Although there has 
been a great deal of work on developing and refining the 
many flavors of this popular effect that are currently 
available for audio production, it also might be argued 
that there is even greater potential here than has been 
achieved. The work reported in this paper has been 
motivated by an exploration of the multitude of related 
audio effects comprising what has been called “spatial 
chorus,” in the hope of revealing the underlying 
perceptual dimensions along which its outputs may be 
manipulated, both subtle and strident. 

The starting point for this investigation was to 
perceptually scale the amount of modulation perceived 
for a set of characteristic outputs by positioning each 
along a standardized scale for “fluctuation strength.”  
This standardized scale is none other than that 
developed by Fastl (1989) for which a perceptual unit of 
measure termed the ‘vacil’ was defined. Although 
initially intended as a means to relate single-channel 
amplitude-modulated or frequency-modulated signals to 
a standard reference stimulus (which is a 1kHz tone, 
reproduced at 60dB, and 100% amplitude modulated at 
4Hz), the complex two-channel, delay-modulated 
signals produced by the “spatial chorus” unit studied 
here could be related to that standard reference signal 
through a magnitude estimation procedure just as Fastl 
had intended for more simplistic test signals. 
 
The importance of this perceptual magnitude estimation 
is made clear when comparing signals with energy at 
predominately low or high frequencies. For example, 
the perceived fluctuation strength is audibly greater for 
signals with a low-frequency carrier compared to those 
with dominant higher frequency content when the same 
frequency modulation level is applied. Our exploration 
has suggested similar results in listening to spatial 
chorusing, in agreement with Fastl and Zwicker’s 
(2007) most recent summary of this phenomenon, in 
which they confirm this “clear dependence of 
fluctuation strength on center frequency of the carrier.” 
Such findings establish the foundation for further 
studies of the relationship between algorithmic 
parameters and perceptual attributes, which has been 
crucial in the implementation of a more comprehensive 
user interface for the “spatial chorus” effect under 
design. It is through this methodology that musically 
useful parameter ranges are being established, thus 
allowing the control features to be characterized for the 
user interface. 
 
It is clear that the description and implementation of the 

modulation signal in chorusing has been a key identifier 
in design and implementation since the 70s. Subsequent 
designs have all been built upon this foundation and it is 
evident that the introduction of multiple and incoherent 
modulators has been instrumental in the transition from 
simply a vibrato with feed-forward to a spatially 
effective tool. We have extensively researched this 
domain, building upon a hint offered by Michael 
McNabb (1981), in working on his computer music 
piece called “Dreamsong.” After experiencing little 
success with white noise as a modulating signal, he 
selected as a modulator a fractal noise. The current 
findings confirm that a fractal modulator produces a 
smoother, “more natural-sounding” result that adheres 
to the underlying strategy of chorusing to reproduce a 
naturally occurring effect. Evangelista (2006) must also 
be credited with the issuing to the DAFx community a 
reminder of the value of “fractal modulation effects.” 
 
The spatial complexity and modulation implementation 
for the spatial chorus has also raised questions as to its 
classification within the domain of digital audio effects. 
It is evident from our research that the “spatial chorus” 
involves not only the traditional aspects of chorusing 
being various forms of modulation signal manipulation. 
It extends more simplistic results to include complex 
spatial attributes and temporal textures via fractal 
modulation. Therefore it must be regarded as falling 
into a broader range of useful applications in audio 
production by providing a greater range and type of 
control. This paper hopes to confirm the notion that 
chorusing in general has greater potential that what has 
been previously achieved, and calls into question 
previous attempts at categorization: in particular 
Verfaille, et al. (2006), who classified chorusing as a 
strictly timbral effect. It is evident from our research 
and other arguments (Dattorro, 1997) that timbral 
coloration caused by delay times normally associated 
with flanging is undesirable in chorusing. In fact 
fluctuations of pitch often associated with flanging are 
less audible in stereo chorus effects processing based 
upon similar modulation parameters. In fact, such 
modulations, when heard simultaneously applied to two 
output channels, are heard  more as a spatial fluctuation 
than a fluctuation in tone color or pitch, by virtue of the 
interaural differences that are created at the listener’s 
ears. The multidimensional subtleties of these spatial 
fluctuations provide the motivation for the current work 
exploring suitable parameters values for its control. 

This paper first introduces a framework for 
understanding the components of the spatial chorus 
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effect under study, and then describes the methods and 
results of a preliminary experimental study on the range 
of fluctuation expected for given parameter settings. 
The primary hypothesis to be tested is that delay 
modulation rate and depth are the two strongest 
predictors of variation in perceived fluctuation strength 
in effects processing applications such as those under 
examination here.  Although it is expected that different 
musical instruments undergoing the same spatial 
chorusing process might be heard nonetheless as having 
slightly different fluctuation strength, it is also 
hypothesized that such dependence on input signals 
would likely be a relatively minor influence on the 
overall pattern of results, although extreme cases may 
exhibit unexpected behavior. 

2. SPATIAL CHORUS 

The effects processing design under development and 
introduced in this pilot study builds upon the historical 
development of stereo chorusing algorithms that differ 
in terms of three fundamental elements.  These elements 
can be thought of as distinct ‘engines’ for implementing 
a chorusing solution, these being the engine generating 
the modulation signal, the engine controlling creation of 
the time variant de-correlation between left and right 
output channels, and the delay-modulation engine itself, 
along with its set of musically useful parameters. For 
the current implementation, these three fundamental 
elements are termed the fractal engine, the spatial 
engine, and the chorus engine. Figure 1 shows how 
these three engines are connected into a functional 
effects processing system, and specifically addresses 
relevant parameters involved in each area of 
functionality and is explained in greater detail below. 

 

Figure 1 Signal flow diagram for the implemented 
spatial chorus effect presented here. 

For this study, a prototype has been constructed within 
the Matlab software environment for the purpose of 
evaluation, and a definitive set of user controls and 
parameters for a practical application is the desired 
outcome of this and further studies. As the spatial 
chorus developed here could feasibly be made available 
as a plug-in for digital audio workstation software, the 
graphical user interface shown in Figure 2 is offered as 
a tease for the reader who might like to try this plug-in 
(not available at this time). 

 

Figure 2  Suggested graphical user interface for one 
implementation of the spatial chorus plug-in effect. 

2.1. The spatial engine 

The spatial engine provides a set of functions for 
multiple parallel channels of incoherent delay 
modulation and the outcome of this process is a 
spatially complex audio output resulting in a broadening 
and spatial “stirring” within the perceived stereo image. 
Chorusing has always had an ability to create spatially 
distributed outputs and represents one of the main 
reasons the effect has been so successful in audio 
production.  

The fractal engine (described in the next subsection) 
creates two modulator signals that can independently 
control the delay modulation of the left and right 
channel signals. Uncorrelated delay modulation in these 
two signals can provide a powerful spatial “stirring” 
effect that is directly adjustable via a simple mixing 
system that regulates the correlation between the two 
modulator signals.  Highly correlated modulators create 
a “flanged” output with virtually no stereophonic effect. 
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The second parameter of the spatial engine is a control 
that delays the input “SEND” signal relative to the 
delay-modulated “RETURN” signal. If a maximum 
delay modulation of plus or minus 5 ms is expected, 
then the modulated signal must be given an offset in 
time of 5 ms to give it “room” to be advanced by 5 ms 
relative to the input signal.  If, however, the “SEND” 
signal is delayed by 5 ms (as shown in Figure 3), and 
the modulation depth is limited to maximum values of 
plus or minus .6 to .7 ms about its 5-ms offset, the 
resulting spatial variation will be just like that 
associated with the variation in Interaural Time Delay 
(ITD) observed for a sound source taking a circular path 
around the head, as described in Martens, et al (2006).  
Under these circumstances, relative to the arrival time 
of the otherwise unmodified signal (i.e., the “SEND”), 
the delay-modulated signal (i.e., the “RETURN”) is first 
advanced in time (as would be an ipsilateral signal) and 
then delayed in time (as would be a contralateral signal). 

 

Figure 3 Temporal relationship between the un-
modulated “SEND” signal and the delay-modulated 
“RETURN”) signal (each of which may be given a 

fixed offset in time, such as the 5 ms offset indicated 
here, depending upon the desired effect).  

2.2. The fractal engine 

The fractal modulator signal used in the spatial chorus is 
generated via a 64-sample (i.e., 7-level) fractal 
algorithm, implemented to create a stochastic, 
statistically self-similar noise signal for delay 
modulation. Beyond the algorithm itself, it would be 
beneficial for the reader to understand what fractals are 
and what they represent. Fractals are a pseudo-random 
‘pattern’ found in physics and an object or quantity that 
although appearing random, display scaling self-
similarity: They do not necessarily exhibit precisely the 
same structure at all scales but the same type of 
structures will appear at all scalings (Addison, 1997).  

Many natural phenomena exhibit fractal behavior: An 
excellent example is the shape of coastlines which 
exhibit self-similarity and although apparently well 
described as a random walk, there can be observed a 
degree of order in how the self-similarity scales to 
higher and lower resolutions. If we were to look at a 
coastline from 10 km above we would see a smooth 
outline of the coast, but if we zoom in to half that 
distance, we would see more detail of bays and 
peninsulas. Again if we were to zoom in to 1 km above 
the coastline, even more detail would become apparent 
within the individual bays, and so forth as we go closer. 
Even though we look at the coastline from different 
distances, an overall character and generic characteristic 
is present, and geometrically identical at all scalings. 
This characteristic was described as fractal dimension 
(Mandelbrot, 1967) of a coastline, or whatever physical 
system or process was under observation. 

The more critically important fractal engine component 
is the “MODULATOR FILTER” that features two 
control parameters (not shown in Figure 2).  The fractal 
generator sends two stochastically independent signals 
through a second order low-pass filter to alter the 
spectral content of these modulator signals, which are 
regulated in frequency content and degree of quasi-
periodicity. Many chorus designs have utilized a set of 
LFOs or LFOs in combination with a white noise signal 
to create a modulator signal that can produce variations 
of periodicity. With the currently presented spatial 
chorus, a resonant lowpass filter singularly performs 
this function. The cut-off frequency determines the rate 
of modulation and the Q (inversely related to 
bandwidth) regulates the periodicity. For larger values 
of Q, the resonant peak introduced at the cut-off 
frequency results in significantly greater energy at a 
single frequency. This in turn tends the quasi-periodic 
modulation signal to seem more closely periodic, as 
illustrated below in Figures 4 and 5 (which show the 
fractal engine’s frequency-domain shaping and time-
domain outputs, respectively).   

The combination of both the control rate of the fractal 
signal (dimension) and the low-pass filter to alter the 
spectral content provide a powerful tool for shaping the 
modulator signal and the resulting character of the 
spatial chorus. 

2.3. The chorus engine 

The chorus engine incorporates the basic elements of 
stereo chorusing, including the delay offset for the 
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modulated signal and the depth of modulation. 
Independent controls are present for both left and right 
channels, which introduce additional spatial complexity 
to the more common implementation of stereo 
chorusing. There is also a user control to determine how 
much of the chorus effect will be present in the output, 
which is implemented just as an effects send and return. 
This simply gives the user the ability to balance how 
much chorus effect is added to the input signal, which 
also appears at the output of the unit (a very common 
element with most digital effects units). 

3. METHOD 

3.1. Stimulus generation and preparation 

3.1.1.  Instrument selection for test stimuli 

Samples of nine musical instrument sounds were 
sourced from the McGill University Master Samples 
(MUMS) (www.music.mcgill.ca/resources/mums/html/) 
that includes recordings of musical instruments covering 
a wide pitch and tonal range. The 44.1KHz, 16-bit 
stereo samples were mixed to mono and their length 
normalized to 2 seconds. The instruments selected, 
along with the pitches at which they were played, were 
the following: 

Baritone sax – E2   
 Cello –  D3   
 Double bass – E1   
 Oboe –  C4   
 Trombone – E4   
 Trumpet – E5   
 Tuba –  G2   
 Viola –  D4   
 Violin –  E5 

Thus pitch varied over a four octave range within the set 
of nine musical instrument sounds, from the low E on 
the double bass, through the C4 on the oboe (just above 
the 440Hz reference pitch termed A4), to a relatively 
high E on the violin. 

3.1.2. Processing of instrument samples 

Three parameter types with three settings for each were 
employed to create 27 processing combinations, as 
follows: 

1) Depth:  0.02, 0.06 and 0.12 (expressed as a 
proportion of the modulation delay offset); 

2) Modulation rate:  2, 4 and 8 Hz; 

3) Low-pass filter Q:  3, 10 and 30 

 

 

Figure 4 Frequency response of resonant low-pass 
filters used. The figure shows the response of filters 

with cut-off frequencies of 2 Hz (cyan), 4 Hz (purple) 
and 8 Hz (magenta). The horizontal dividing lines on 

each frequency band show the response of filter Q 
values of 3, 10 and 30. 

A total of 243 sounds were prepared using the spatial 
chorus software presented here, 9 instruments for each 
of 27 effects settings (i.e., the above three parameters 
set at all combinations for a full factorial matrix of 
possible outputs). All other parameters were held 
constant during the experimental sessions in which the 
magnitude estimation of fluctuation strength was 
performed.  Here are the default values to which those 
parameters were set: 

1) Delay offset: 10ms (for both left and right 
channels); 

2) Fractal modulation control rate: 40 Hz; 

3) Modulator correlation: Maximal de-correlation; 

4) Send offset: 0ms; 

5) Send/return mix: 50/50 
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Figure 5 Examples of the delay modulation signals typical of those employed in the stimulus processing for the 
current study.  As variation in modulation depth is achieved by applying a simple scaling factor, only normalized 

signals are shown here to provide examples of the results of variation in modulation rate and filter Q.  Each column 
shows a set of 3-s signals generated for one of the three modulation rates, these rates being controlled by the peak 

frequency of a resonant lowpass filter.  Each row shows signals generated for one of the filter Q values, with high-Q 
values causing more extreme resonance at the peak in gain of the lowpass filter (see Figure 4 for the associated 

frequency-domain filter responses). 

 

3.1.3. Standard reference stimulus 

A 1kHz tone with duration of 3 seconds was 100% 
amplitude modulated at 4 Hz to create the reference 
stimulus for fluctuation strength. When this stimulus is 
presented at 60dB, it serves as the standard reference for 
the ‘vacil’ scale developed by Fastl (1989), 
standardizing the way to perform magnitude estimation 
tasks concerned with the auditory attribute termed 
fluctuation strength.  In the current study, the measures 
of fluctuation strength of the spatial chorus outputs were 
made to conform to the ‘vacil’ scale standard.  

This required the musical instrument sound stimuli to be 
matched to the 60dB level of the 1kHz tone.  This also 
served to minimize the chance that variations in global 
level might have exerted an unwanted influence on 
perceived fluctuation strength (and so all level matching 
was done on the output signals of the spatial chorusing 
effects processor). One of the main differences in our 
experiment and the published data on fluctuation 
strength is that the available data has been obtained 
from experiments where the stimuli were presented 
monaurally (Fastl 1989). In our case we were interested 
in exploring the fluctuation strength of dichotic stimuli. 
To overcome this, levels were adjusted using a binaural 
measurement system (described in the next section). 
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3.1.4. Reference level for headphones 
To adjust the stimulus levels a Yamaha MSP-3 
loudspeaker producing a 1 kHz tone was placed within 
the anechoic chamber of the Acoustics Lab at the 
University of Sydney. A calibrated recording with an 
Earthworks M30 omnidirectional microphone was 
performed. Subsequently, a Brüel and Kjaer Head and 
Torso Simulator (HATS) 4128C was positioned with 
the center of its head in the position that the microphone 
had previously occupied, and a calibrated recording was 
performed. The loudspeaker was positioned directly in 
front and facing the HATS. This procedure ensured that 
the level of the stimuli could be matched between that 
of a 60 dB tone at the head-center position and the level 
arriving at the two ears in the presence of a head. 
 
The same HATS was used to record a 1 kHz tone using 
the Sennheiser HD 600 headphones and the sound card 
from the computer used for the experiment. This 
process allowed us to obtain the level relationship 
between the computer’s sound output and the level 
experienced at the headphone reproduction end. The 
stimuli were then adjusted using the information of the 
required level at the ears for a binaurally presented 
stimulus and the output level from the computer. Since 
for the musical instrument signals the level varies with 
time, their level measurement data was reduced to a 
single-number level indicator prior to adjustment of the 
reproduction level. The signal overall levels were 
measured using the LAeq procedure as outlined in AS 
IEC 61672.1 – 2004, and this level was used as the basis 
for level adjustment. 

3.2. Magnitude estimation task 

In order to perceptually measure the amount of global 
modulation perceived for a set of characteristic stimuli, 
a magnitude estimation task was employed.  Subjects 
were required to indicate the position of each stimulus 
along a standardized scale for “fluctuation strength,” by 
positioning a mouse-controlled slider pictured in the 
Graphical User Interface (GUI) shown in Figure 6.  The 
stimuli selected for this magnitude estimation task was 
the above described set of 9 musical instrument tones, 
each modulated in 27 ways.  The standard of reference 
against which all of these 9*27=243 stimuli were 
compared was the reference for the vacil scale (again, a 
1kHz tone, reproduced at 60dB, with 100% amplitude 
modulated at 4Hz).  This standard was used to anchor 
the high end of the response scale, since this stimulus 
was heard to have greater fluctuation strength than any 
of the experimental stimuli.  This is consistent with 

Fastl’s (1989) suggestion, since this stimulus got the 
highest ratings off the stimuli he compared in his 
studies, including modulated tones, modulated noise, 
and even un-modulated narrow-band noise stimuli. 

Before beginning the blocks of experimental trials, a 
single block of 243 practice trials was completed by all 
listeners, in order to establish their criteria for use of the 
100-point subjective scale that they were to use in 
making their estimates of perceived fluctuation strength.  
Thus each listener heard and rated all 243 stimuli once 
in advance of the blocks of experimental trials during 
which data to be analyzed was collected. 

 

Figure 6 Graphical User Interface (GUI) that was 
employed in the listening sessions. The two types of 

sessions both had the same appearance; however, there 
was one difference between the single block of 243 

practice trials completed by the listeners and the 
subsequently completed three blocks of experimental 
trials.  During practice trials, the response in each trial 

could not be recorded until a listener had depressed both 
the ‘Test’ and the ‘Reference’ buttons.  During 

experimental trials, a response could be recorded after 
hearing the ‘Test’ stimulus, without the requirement that 
the reference stimulus be played as well. Although the 

reference stimulus could be played on each trial if a 
listener needed to be reminded of its fluctuation 

strength, listeners who had established their criteria 
could proceed without hearing the reference on each 

trial. 

It was evident that with such a large number of test 
stimuli and the time needed to assess all of them without 
the subject loosing patience or concentration, that it was 
not necessary for the subject to listen to the reference 
every time a new stimulus appeared. It was deduced that 
a training ‘run’ could be effective in stimulating a 
remembered response to the reference and on 
subsequent cycles of testing, the subject could be given 
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at their discretion a choice to listen to the reference and 
if need be, continue as long as they wished to make 
judgment on the stimuli without any reference at all. 
Therefore two test interfaces were given to the subject. 
The first, which were described to the subject as the 
‘trainer’, gave the subject no alternative but to listen to 
the reference with each stimulus before they could 
continue on to the next. The second interface, termed 
the ‘test’, could be executed more quickly (i.e., after 
listening to the test stimulus, subjects were given the 
opportunity to move to the next stimulus without the 
need to listen to the reference). It was apparent after 
several cycles that the need to listen to the reference 
became less and less necessary as a subject’s criterion 
from rating fluctuation strength became well established 
in memory. 

3.3. Subjects 

Four experienced listeners associated with the Audio 
and Acoustics program within the Faculty of 
Architecture, Design and Planning at the University of 
Sydney participated in this pilot test, with the main aim 
of ascertaining the effectiveness of the procedures and 
stimuli before embarking on a more comprehensive 
study involving a larger number of subjects. 

4. RESULTS ANALYSIS 

The manner in which the manipulated spatial chorus 
control parameters produced variation in ratings of 
fluctuation strength can be analyzed in a number of 
ways. The reporting of the results in this paper will 
include an analysis of variance, a hierarchical cluster 
analysis, and a stepwise regression analysis.  To begin 
with, Figure 7 shows a simple plot of the mean 
fluctuation strength ratings observed for one of four 
subjects, collapsing over the variation over instruments 
processed and Filter Q values, to obtain means over all 
stimuli sharing common modulation rate and depth (see 
figure caption for details). What is apparent in this 
graph is the systematic dependence in fluctuation 
strength both on modulation depth (on the x axis) and 
on modulation rate (which is the parameter of the graph, 
with the three rates indicated by the three different 
plotting symbols.  Put simply, it appears that increases 
in either of these parameters produces an increase in 
ratings of fluctuation strength. The plotted standard 
deviation bars indicate that other parameters may 
account for additional variance.  

 

Figure 7  Plot of the mean fluctuation strength ratings 
observed for one subject, collapsing over the variation 

over instruments processed and Filter Q values, to 
obtain means over all stimuli sharing common 

modulation rate and depth. Fluctuation strength is 
measured along the y axis in terms of Fastl’s unit called 

the ‘vacil’ (see text). The parameter of the graph, 
modulation rate, is indicated using different plotting 

symbols, as listed in the legend).  The x axis measures 
modulation depth using a dimensionless ratio of delay 
range over delay offset (again, see text).  Note that the 

position of the plotting symbols along the x axis is 
offset slightly as a function of modulation rate in order 
to enable a clear view of the vertical standard deviation 

bars drawn through each symbol.  

4.1. Analysis of Variance 

A preliminary five-way Analysis of Variance (ANOVA) 
was performed on the 972 median ratings of fluctuation 
strength that were obtained from the four subjects.  
Although all five main effects were significant at p<.01, 
the variance due to the 9 instrument sounds that were 
processed was not so great, and so the musical 
instrument factor was treated as a random variable 
within each treatment group in a subsequent four-way 
ANOVA. The statistical summary of this ANOVA, 
including all two-way interactions, is shown in Table 1. 
The four factors included in the ANOVA were the 
following: subject (‘Subj’); modulation rate (‘Rate’); 
filter Q (‘FltQ’); modulation depth (‘Depth’).  All of the 
main effects of these four factors on fluctuation strength 
were significant at p<.01, and all except one of the two-
way interactions were also significant at p<.01.  
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Source  Sum Sq.  d.f. Mean Sq. F  Prob>F 
 
Subj  50863.3  3 16954.4  47.36  0      
Rate  231542.7 2 115771.3 323.38  0      
FltQ  29230.3  2 14615.2  40.82  0      
Depth  105500.4 2 52750.2  147.34  0      
Subj*Rate 18102.9  6 3017.2  8.43  0      
Subj*FltQ 8128.9  6 1354.8  3.78  0 
Subj*Depth 1857.8  6 309.6  0.86  0.5202 
Rate*FltQ 14900.8  4 3725.2  10.41  0      
Rate*Depth 10732.8  4 2683.2  7.49  0      
FltQ*Depth 8202.3  4 2050.6  5.73  0 
Error  333664  932 358.0                     
Total  812726.2 971 

 

Table 1 Four-Way Analysis of Variance Results (as is customary, p values much less that the criterion are listed 
as 0 in the ‘Prob>F’ column). 

 

The interaction that was not found to be significant was 
that between subject and modulation depth 
(‘Subj*Depth’). One interpretation of this finding would 
be that subjects differed in several ways as to how they 
generated their fluctuation strength ratings, but that they 
were responding to modulation depth variations in a 
consistent manner. But in what ways did the subjects 
differ? As there was a significant difference in the 
fluctuation strength ratings given by the four subjects 
participating in this experiment, subsequent analyses of 
the mean responses in each treatment group would 
include these subject differences, which are likely due 
to individual biases in how to produce the requested 
magnitude estimations. These individual differences 
between subjects are visible in the boxplots shown in 
Figure 8.  Because a difference in the central tendency 
and range of the response scale used can be easily 
removed through a standardization procedure, this was 
done to remove these two sorts of bias from the data 
collected for each subject.  And so the grand mean over 
all the median ratings made by a given subject for all 
243 stimuli was subtracted from each median rating 
made by that subject. Then the so-called “centered” data 
was rescaled by dividing each datapoint by the standard 
deviation of the median ratings made by each subject in 
response to all 243 stimuli (note that the median of the 
three responses given to each of the 243 stimuli had 
been taken prior to this analysis in an attempt to remove 
any outliers that could be attributed to single 
idiosyncratic responses). 

 

Figure 8 Boxplots describing the differing distribution 
of responses across subjects. 

As hypothesized, it was found that modulation rate and 
depth had significant and substantial effect upon 
fluctuation strength ratings.  Due to the other, albeit less 
substantial, main effects, a simple summary graph of the 
observed dependence of rated fluctuation strength on 
these two factors might be somewhat misleading.  
Although the overall difference in the fluctuation 
strength ratings was not so large for the different source 
instruments that were processed by the spatial chorus 
unit, there may be differences in the pattern of responses 
for different instruments.  
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Figure 9 Boxplots describing the differing distribution 
of responses across instruments.  

The boxplots in Figure 9 shows how the median ratings 
and the inter-quartile range (IQR) of ratings shifted 
between instruments when these statistics were 
calculated from the combined data from all subjects. In 
order to summarize these dependencies without glossing 
over the details of the important interactions between 
processed musical instruments and processing 
parameters, a stepwise multiple regression analysis was 
designed that would use only a subset of the obtained 
data (described below).  However, prior to regression 
analysis, data from some instruments was excluded 
from the analysis in order to ensure that uncharacteristic 
response profiles did not contribute to the formation of a 
response surface describing fluctuation strength 
dependencies for most instruments.  The first step in the 
preparation was to select the largest group of 
instruments for which subjects seemed to be making 
similar patterns of responses. 

4.2. Cluster and Regression Analysis 

The basis for the data into groups was a hierarchical 
cluster analysis, the results of which are shown in 
Figure 10  From the left of side of this dendogram plot, 
groups of responses that were made when listening to 
different instruments are joined progressively into 
clusters (using ‘single’ linkage) at points along the x 
axis corresponding to the calculated distance between 
the groups of responses. (For more detailed information 
on such analysis, please see the online Matlab 
documentation for pdist, linkage and cluster routines at 
http://www.mathworks.com.au/help/.) The dendogram 
shows that responses for violin and double bass violin 

(‘D.BASS’) were most similar overall.  The profile of 
fluctuation strength responses for the trumpet 
(‘TRMPT’) allowed this group of response data to be 
joined with the group already formed for the violin and 
double bass violin, but at a slightly larger inter-group 
distance.  The outlying response profiles were arbitrarily 
separated from the groups displaying more similar 
patterns of responses by setting the criterion inter-group 
distance indicated by the vertical dashed line in Figure 
10. For subsequent regression analysis of the fluctuation 
strength data, this criterion allowed for the exclusion of 
the three groups of data that were generated when 
subjects were presented with processing variations 
given an inputs of baritone sax (‘B.SAX’), tuba and 
oboe. 

 

Figure 10 Results of a hierarchical cluster analysis on 
responses to different musical instruments. 

A stepwise multiple regression analysis was executed 
upon only 648 of the 972 median ratings of fluctuation 
strength, as the data associated with three of the 
instruments was excluded. All predictors were 
standardized, as is customary when fitting such response 
surface models. The obtained ratings also were 
standardized prior their submission to regression 
analysis, but this was done within subject (as explained 
above). As potential predictors, the model included 
linear terms for modulation rate, filter Q and modulation 
depth.  It also included quadratic terms for each of these 
three factors, and the cross products of the three factors 
to capture any possible interactions. The history of the 
stepwise regression showed that the first three factors to 
enter were the three linear terms (these making the most 
substantial contribution to explaining the observed 
variance in fluctuation strength). The only quadratic 
term included was that for modulation rate, but all three 
of the interaction terms were included.   
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Figure 11 Multiple regression results plotted as response surfaces over modulation rate and modulation depth, with 
filter Q held constant at each of the three values taken for the presented stimuli (left panel shows the result for 

Q=30; middle panel, Q=10; and right panel, Q=3). 

5. CONCLUSIONS 
The results of the study reported in this paper show that 
the “fluctuation strength” of the output of a spatial 
chorus unit can be perceptually scaled in the manner 
employed by Fastl and Zwicker to measure this auditory 
attribute for more simple stimuli. The practical 
implications of these results can be simply stated as 
follows: User control over the resulting strength of 
fluctuation can be based upon the response surface 
derived from the results of a magnitude estimation 
experiment using only several characteristic musical 
stimuli. For example, the three mesh plots shown in 
Figure 11 illustrate the slight changes in the shape of the 
response surface plotted over modulation rate and depth 
(with filter Q held constant for each plot). Note that 
predicted ratings at the extreme right point in each 
surface decrease from the rightmost plot (Q=30) to the 
leftmost plot (Q=3). These dependencies can be 
captured for user-centered control of spatial chorusing. 
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